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Abstract

Purchase orders specify many aspects of the fulfillment process, including item quantity,

delivery time, carton labeling, bar coding, electronic data interchange, retail ticketing, and

others. These fulfillment terms are instrumental for highly optimized supply chains employing

automation and techniques such as pack-by-store. When fulfilling a purchase order, a supplier

may commit a fulfillment error, i.e., the supplier may fail to adhere to the terms specified by the

relevant contract. We present a study of the fulfillment errors that occur in practice using data

collected from a major retailer’s distribution center. While fulfillment errors involving incorrect

product quantities and delivery times have received the most attention in the literature, we

find that the majority of fulfillment errors in the context we study involve documentation,

bar coding, and retail ticketing. We refer to these as correctable fulfillment errors, since they

are amended at the retailer’s distribution center through rework without coordination with the

supplier. Using the retailer’s data, we develop a simulation to assess the cost of these correctable

fulfillment errors to the retailer’s inventory system. Our research provides guidance to managers

in identifying products and suppliers that impose large fulfillment error costs as well as in setting

appropriate chargebacks for fulfillment errors.
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1 Introduction

Retailers replenish inventory through supply networks comprising suppliers, retail distribution cen-

ters (DCs), and retail stores. Suppliers typically ship products ordered by retailers to DCs, which

break bulk and distribute items to retail stores. Inventory management at DCs is complicated and

challenging (de Koster and Balk, 2008), not only because of product variety and long lead times, but

also due to supplier deliveries that do not conform to the terms specified by purchase orders (POs).

These terms specify item quantities, delivery times, carton labeling, electronic data interchange,

item packaging, bar coding, retail ticketing, and other aspects of the fulfillment process.

A supplier’s acceptance of a PO creates a contract between the ordering firm and the supplier.

If the supplier fails to adhere to the terms of the contract, the supplier commits a fulfillment error.

Examples of fulfillment errors include quantity shortages, ticket errors, and advance ship notice

(ASN) errors. Quantity shortages occur when the supplier ships less than the requested amount of

product. Ticket errors occur when the supplier tags a product with an incorrect stock keeping unit

(SKU) number or selling price. ASN errors occur when the supplier fails to electronically notify a

retailer in advance of a PO’s shipment.

Retail supply chains are increasingly reliant on fulfillment that complies with the terms specified

by POs. Supply chain techniques such as pack-by-store and cross-docking require product packag-

ing, retail ticketing, and carton labeling that conform to retailers’ expectations. Automation, such

as automated storage and retrieval systems and the robots produced by Kiva Systems, is unable

to function without appropriate bar coding and electronic data interchange. Lapses in execution

quality, such as the fulfillment errors identified above, impair the operation of highly optimized

supply chains and undermine firms’ investments in technology.

Fulfillment errors also negatively affect suppliers. Retailers penalize fulfillment errors through

chargeback deductions, or chargebacks, which reduce supplier revenue. In practice, these penalties

represent a significant cost for most suppliers. According to The Credit Research Foundation,

chargebacks affect between 4 % and 10 % of all open items on retailers’ accounts receivables. These

chargebacks reduce overall supplier revenue by 2 % to 10 %, according to the National Chargebacks

Management Group of Charlotte, North Carolina (Zieger, 2003).
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To study the fulfillment errors that occur in practice, we collected two types of data from a major

retailer, Omega.1 First, detailed PO information recorded by Omega’s inventory management and

receiving systems. Second, paper audit reports that document fulfillment errors. These audit

reports record not only the type of error that occurred but also the time required to fix the error

and the chargeback penalty levied against the supplier for the error. This data set allows us to

conduct, to the best of our knowledge, the first empirical study of the fulfillment errors that affect

retail supply chains.

Fulfillment errors affected 7 % of the POs we studied. Broadly, the fulfillment errors we observed

can be classified as either correctable or non-correctable, depending on whether they are amended

through rework by the retailer without coordinating with the supplier. For example, quantity

shortages and late shipments are not correctable by Omega without the involvement of the supplier.

On the other hand, many fulfillment errors can be corrected by the retailer alone through on-site

rework. For example, if the supplier fails to properly document a shipment (e.g., with a packing

list) or transmit an ASN, the retailer’s employees can manually inspect the shipment to identify

its contents. Similarly, if the supplier attaches extraneous packaging or tickets with an incorrect

bar code to products, employees of the retailer amend such errors upon receipt. Correctable errors

represent a substantial portion—56 %—of the fulfillment errors we observed. Similar observations

have been made by logistics firms. Three of the five most common fulfillment errors identified by

the logistics provider Weber are correctable: invalid ASNs, incorrect Uniform Commercial Code

(UCC) 128 labels, and incorrect tickets (Ma, 2013).

Managers have multiple approaches for addressing fulfillment errors. First, since fulfillment

errors make the inventory supply process less efficient by imposing unnecessary costs on retailers

and suppliers alike, managers can work with suppliers toward the elimination of fulfillment errors

(Wang et al., 2014). Kulp et al. (2007), for example, describe the various methods retailers use

to collaborate with suppliers to reduce fulfillment errors. Second, in the absence of collaboration,

retailers can use incentives, such as chargebacks, to penalize fulfillment errors and to mitigate the

financial impact of fulfillment errors. Chargebacks should reflect the cost of vendor non-compliance

1We disguise the retailer’s name at its request.
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to retailers (Aron, 1998). Third, retailers can adjust their inventory policies to accommodate

fulfillment errors. These approaches are not mutually exclusive.

In contrast to non-correctable fulfillment errors, which have been studied as random yields

(Yano and Lee, 1995) and lead times (Bagchi et al., 1986; Eppen and Martin, 1988), research

on correctable fulfillment errors is limited. Correctable fulfillment errors impose both direct and

indirect costs on retailers. Consider the case of a ticket error, for example, wherein employees

remove incorrect tickets and affix appropriate tickets. The retailer faces a direct labor cost for

the work and, thus, a decrease in labor productivity; in addition, the error increases lead time

and lead time variability, which can cause damaging stockouts at the retailer’s stores. To address

fulfillment errors, whether through collaboration or chargebacks, managers must understand the

cost fulfillment errors impose on inventory systems. While certain aspects of the cost of fulfillment

errors—e.g., labor—are straightforward to calculate, many retailers, including Omega, do not know

the overall cost of correctable fulfillment errors to their inventory systems. Moreover, retailers and

suppliers regularly contest the cost of fulfillment errors through the disputes and negotiations that

surround chargebacks (Chain Store Age, 2002).

To assess the cost of correctable fulfillment errors to the inventory system we study, we extend

the stochastic (Q,R) model to incorporate correctable fulfillment errors and associated rework.

We study this model by constructing an empirical simulation (Shafer and Smunt, 2004) using

parameters estimated from Omega’s data on 13,500 replenishment stock keeping units (SKUs).2

We find that the presence of fulfillment errors costs the retailer between $11.19 and $51.05 per SKU

per year for the SKUs we study, depending on the characteristics of the SKU. The retailer issued

$234,062 in chargebacks for these errors. Our results thus suggest that the retailer is undercharging

for fulfillment errors in many cases. Further, we find that the benefit of using an inventory policy

that accounts for fulfillment errors ranges from $0.65 to $19.63 per SKU per year for the same set

of SKUs.3 In addition, our empirical model of fulfillment errors illustrates how these errors differ

from the production process errors studied in other contexts.

2See Somlo et al. (2011), Baron et al. (2010), van Donselaar et al. (2010), and Gaukler et al. (2007) for recent
research that also uses empirical data to inform numerical experiments.

3See Mersereau (2013) for a recent example of an inventory policy that incorporates another type of operational
problem, inventory record inaccuracy.
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Understanding the cost of fulfillment errors in detail allows retailers collaborating with suppliers

to communicate this cost and to prioritize products and vendors that will benefit most from a

reduction in fulfillment errors. Further, understanding the cost of fulfillment errors helps retailers

ensure that their chargebacks are appropriate. We find, for example, that Omega’s chargebacks

are too low in many cases and potentially too high in others, which suggests that incentives are

misaligned with respect to execution quality in Omega’s supply chain (Narayanan and Raman,

2004). Finally, retailers that elect to adopt an adjusted inventory policy often incur a per-SKU

cost when modifying an existing inventory system. Under the software-as-a-service business model,

for example, inventory management software vendors like Predictix charge per SKU to modify their

standard inventory system. Retailers may thus elect to modify their inventory policy for SKUs that

will benefit most from the change.

Overall, our research contributes to the literature by characterizing the types and prevalence of

fulfillment errors that occur in practice at a representative retailer, by identifying fulfillment errors

in retail supply chains that are distinct from traditional random yields and lead times, and by

conducting empirical simulations to understand the impact of these fulfillment errors on inventory

system cost. The rest of this paper is organized as follows. In §2, we review related literature and

position our work. We present an exploratory study of fulfillment errors and rework time in §3. In

§4, we introduce an inventory management model that incorporates correctable fulfillment errors.

We present an empirical analysis of fulfillment errors and rework time in §5. In §6, we report the

results of numerical experiments conducted on the inventory model using parameters estimated in

the prior section. Further, we propose procedures for identifying SKUs with high fulfillment error

cost and policy cost. In §7, we summarize the main findings of our study and suggest directions

for future research.

2 Literature Review

The fulfillment process is a critical aspect of the relationship between a retailer and a supplier.

Our objective is to study the fulfillment errors that occur in practice. In this review, we survey

four areas of the literature. First, we review prior empirical studies of execution failures in supply
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chains. Second, since fulfillment errors are related to the errors that occur in a production context,

we survey research on production quality, inspection, and rework. Third, we discuss models that

assume that lead time is a function of order characteristics, which is an assumption of the model

we develop. Fourth, since retailers penalize fulfillment errors using chargebacks, we discuss how

our study relates to research on supply chain incentives.

Our research builds on empirical research on supply chain execution. In a related study, Srini-

vasan et al. (1994a) examine shipping discrepancies among suppliers to an auto manufacturer.

These discrepancies include both correctable (e.g., documentation) and uncorrectable errors (e.g.,

incorrect shipping quantity), and the study demonstrates the importance of electronic data inter-

change in a just-in-time setting Srinivasan et al. (1994a). We augment this prior empirical research

in several ways. First, our empirical context is the link between a retailer and its suppliers rather

than a manufacturer and its suppliers. Second, we study in detail the types of fulfillment errors that

occur as well as the rework necessary to address these errors. Third, we identify the penalties issued

for these errors. Fourth, we assess the cost associated with fulfillment errors. Our findings inform

the literature on retail execution, i.e., operational problems that impact retail inventory manage-

ment. Examples of related issues include misplaced inventory (Camdereli and Swaminathan, 2010),

inventory record inaccuracy (Heese, 2007; DeHoratius et al., 2008), and backroom inventory (Gauk-

ler et al., 2007; Eroglu et al., 2012). However, these aspects of retail inventory management are not

correctable through rework at a retailer’s DC. In addition, our research is related to studies of the

impact of execution quality on the relationships between firms and suppliers (Wang et al., 2014).

We also build on prior research regarding fulfillment errors. The errors we classify as non-

correctable have been studied as random yields (Yano and Lee, 1995) and random lead times (Eppen

and Martin, 1988). While researchers have studied non-correctable fulfillment errors extensively,

correctable fulfillment errors have received relatively little attention.

Correctable fulfillment errors are related to production process errors that can be corrected

through rework; however, fulfillment errors differ from the errors that have been characterized in

the production quality context. Specifically, prior research assumes random yields with properties

chosen to model production processes. Porteus (1986), for example, study a production process
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that may transition from a normal state to an out-of-control state with each unit manufactured.

Zhang and Gerchak (1990) study a production process where the fraction of defective items in a lot

is determined by a random variable that is independent of lot size. Broadly, prior research assumes

that the portion of defective items produced is constant with respect to the lot size (Peters et al.,

1988; Zhang and Gerchak, 1990; So and Tang, 1995; Jamal et al., 2004; Eroglu and Ozdemir, 2007)

or that defective items are the result of a production process that goes out of control with a fixed

probability per unit produced (Porteus, 1986; Lee, 1992). On the other hand, there is no reason to

expect that the errors observed in a fulfillment context will satisfy the assumptions made regarding

production process errors. In fact, as discussed in §5, we find that the incidence of fulfillment errors

decreases with order quantity. This relationship would be expected, e.g., if suppliers are more likely

to inspect larger orders. To treat the errors observed in a fulfillment process, our model generalizes

the relationship between the incidence of errors and order quantity. Moreover, in contrast to prior

research, the numerical experiments we present utilize parameters derived from data supplied by a

major retailer.

Our article is related to research that assumes that effective lead time depends on characteristics

of an order. Specifically, in our model, the relationship between order quantity and lead time is

driven by the time required to perform rework on fulfillment errors. Rework time is a function of

the incidence of errors, which in turn depends on order quantity. Moinzadeh and Lee (1987) study

a related inventory system in which defective items are reordered and the amount of defective items

depends on order quantity; however, the lead time for reorders, which would represent rework in

the fulfillment error context, does not. Moinzadeh and Lee (1989) examine an inventory system

where product is delivered in two shipments, where the time between the two shipments does not

depend on the order quantity. Our model also relates to models of lot size dependent lead time

(see, for example, Kim and Benton (1995) and Hariga (1999)), which treat increases in lead time

due to the time required to produce larger quantities.

We also examine the chargeback incentives used by retailers to penalize suppliers for fulfillment

errors, which are a type of supply chain incentive. Research in this area often focuses on selecting

prices and other transfers that realize the supply chain optimal production quantity (Cachon, 2003).
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In this context, chargebacks are studied as a mechanism for compensating retailers for markdowns

and unsold inventory (Tsay, 2001; Lee and Rhee, 2008). In addition, prior research has studied

contracting for product quality. In these models, there is uncertainty about the supplier’s quality

level, and product defects can be detected through inspection at the downstream firm or when

product is sold to end consumers (Reyniers and Tapiero, 1995; Baiman et al., 2000; Lim, 2001;

Jin et al., 2014). The cost of lapses in product quality is thus due to product quality defects—in

particular, to warranties and scrap. In contrast, we examine the costs of poor execution in the

supply chain and identify chargebacks as a mechanism for contracting on execution quality. We

evaluate whether common chargebacks capture the cost of fulfillment errors, which is necessary for

aligning supply chain incentives (Narayanan and Raman, 2004).

3 Characterization of Fulfillment Errors and Rework Time

We use data generated from a single DC of Omega, a 700-store discount retailer of apparel, elec-

tronics, and housewares (60 % of its sales), as well as food items (40 % of its sales), to characterize

fulfillment errors and rework time. Our focus in this study is on the non-food, replenishment items.

Omega replenishes inventory via POs communicated to its suppliers. When POs arrive at the DC,

Omega employees inspect them for fulfillment errors. Should an error be found, employees perform

rework, if applicable, thus delaying the order as a whole. Items within the PO are only available

for distribution to the retailer’s stores once any required fulfillment error rework is complete.

We collected two data sets from the Omega DC. The first, produced by the DC’s automated

receiving system, captures order quantity as well as order and arrival dates for each item on every

PO for one year. This data set encompasses 21 retail departments and 3,212 suppliers. The second

data set, which we compiled from paper audit reports, documents error types and rework times for

all POs affected by an error over a three month period. This data set includes 14 departments and

368 suppliers. For the products we studied, Omega generated 14,391 POs over the three months

covered by the audit reports.
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3.1 Exploratory Analysis

The audit data records 994 POs with 1,213 incidences of fulfillment errors. Therefore, 994 of 14,391,

or 6.9 %, of POs experienced fulfillment errors. Any breach of contractual obligations is a type of

fulfillment error, but not all fulfillment errors are correctable at the DC. Figure 1 reports the count

and prevalence of each fulfillment error type. Fulfillment errors that are correctable at the DC

include errors involving documentation and electronic data interchange, such as errors regarding

ASNs, case and carton labels, UPCs, and packing documentation. Fulfillment errors involving retail

tickets and product packaging are also corrected at the retailer’s DC. Fulfillment errors that are

not correctable at the DC include the quantity shortage, or short shipped (Ahmad and Schroeder,

2001; Srinivasan et al., 1994b), error and late deliveries, problems well known and studied in the

literature. Of the fulfillment errors observed at Omega, 684, or 56.4 %, are correctable at the DC.

Figure 1: Incidence of Fulfillment Error Types
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Fulfillment error types and numbers vary greatly from department to department. Figure 2

presents a heat map of the number of fulfillment errors of each type by department. The darker

the color, the greater the number of errors. The 72 instances of UCC 128 Carton Label Error
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within the Children’s department is the largest count across all combinations of fulfillment error

and department. The total number of fulfillment errors and the percentage of fulfillment errors

across all error types for each department is shown to the right of the heat map. The Children’s,

Menswear and Luggage, Ready to Wear, and Domestics departments encounter more fulfillment

error types and a larger number of fulfillment errors than the remaining departments. The Electrical

and Plumbing, Paint and Decor, and Automotive departments incur relatively few errors.

Figure 2: Heat Map for POError Incidences by Department and Error Type
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At the supplier level, individual suppliers usually commit one or two types of errors. Figure 3

shows the count of suppliers with a certain number of fulfillment error occurrences and types. More

than half, or 54.9 % of suppliers (202 of 368), produced one type of fulfillment error, and 80.4 %

exhibited two or fewer types of errors. The volume of errors, however, varies substantially across

suppliers: 42.9 % of suppliers (158 of 368) generated one fulfillment error while 12.0 % of suppliers

(44 of 368) had more than five fulfillment errors.

At the PO level, an individual order can be associated with more than one type of error. Figure 4
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Figure 3: Fulfillment Errors by Supplier
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Figure 4: Fulfillment Error Types by PO
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illustrates the distribution of the number of error types per PO. While most POs in the audit data

demonstrate one type of error, 18.1 % of POs (180 of 994) exhibit more than one type of error.

We observe that fulfillment errors may affect only a subset of items received by the retailer. For

example, when an item was affected by a ticket error, an average of 48.6 % of units of that item

received by the retailer had incorrect tickets.

The fulfillment error rework system at Omega is labor intensive. When the DC’s employees

detect a fulfillment error, they pull the PO from the conveyor belt of an automatic receiving system

and perform manual rework. For example, incorrect tickets must be replaced with correct ones. The

absence of an ASN requires employees to count each item in the PO to determine, for accounting

purposes, which PO has arrived. Employees file chargebacks by completing, by hand, audit reports

that include evidence of fulfillment errors (e.g., photographs of incorrect tickets attached to PO

items). This rework causes additional labor cost, lead time, and lead time variability. The rework

time for a PO, defined as the time spent correcting fulfillment errors, averages approximately 96

minutes. The maximum rework time required is 3.6 days, and the standard deviation of rework

time is 312 minutes.

Omega penalizes fulfillment errors using a two-part charge that is constant across all SKUs: the
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supplier must pay a fixed charge per error and a variable amount proportional to PO rework time.

Managers attempt to set charges that reflect the cost of fulfillment errors. However, chargebacks

do not vary with the SKU-level characteristics that we identify as drivers of the cost of fulfillment

errors to the retailer (see §6) and thus may not accurately represent the true cost of a fulfillment

error.

Figure 5: Chargebacks by Error Type
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Figure 6: Chargebacks by Department
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Chargebacks for the three months of audit data totaled $391,045. Of these chargebacks,

$234,062, or 59.9 %, were issued for correctable errors. Chargebacks per fulfillment error aver-

aged $322 with a standard deviation of $273 and a range of $35 to $3,145. Total chargebacks

per PO averaged $393 with a standard deviation of $390 and a range of $59 to $5,644. Total

chargebacks per supplier averaged $1,063 with a standard deviation of $1,823 and a range of $100

to $21,328. Figures 5 and 6 present total chargebacks by error type and department, respectively.

ASN errors account for 19.0 % of total chargebacks while penalties associated with orders in the

Menswear and Luggage and Children’s departments are higher than those in other departments,

accounting for 17.7 % and 15.7 % of total chargebacks.
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4 Inventory Model with Rework of Fulfillment Errors

Fulfillment errors complicate retail inventory management by creating additional lead time, lead

time variability, and labor cost. In this section, we develop a stochastic inventory system that

incorporates correctable fulfillment errors to study how such errors affect system cost. The inventory

model proposed herein is a single-SKU model in continuous time that integrates the properties of

fulfillment errors determined by the empirical analyses of Omega’s data presented in §5.1 and §5.2.

The fulfillment errors we treat are those that are correctable at the retailer’s DC, which, to the

best of our knowledge, have not been studied in the literature. The dark bars in Figure 1 represent

such errors. The light bars depict errors that cannot be addressed at the DC. The random yield

and lead time literatures study this latter class of errors.

We employ a continuous review model because Omega uses continuous review in its DCs. Other

major retailers also use automated inventory replenishment technologies that review inventory con-

tinuously, such as the system that links Wal-Mart with suppliers like Procter & Gamble. Further-

more, periodic review models with short periods behave like continuous review models: according

to Axsater (2006), “Periodic review with a short review period T is very similar to continuous

review” (p. 47).

We employ a (Q,R) inventory policy, which is used by many firms in practice (Nahmias, 2008),

including Omega. The DC places an order of quantity Q when inventory position drops to R.

Assume the retailer incurs a fixed ordering cost of K per order, a per-unit holding cost of h per

unit of time, and a rework cost of cr per unit of time. Demand can be backlogged at a per-unit cost

of π per unit of time. We assume the ability to backlog demand since the subject of our study, a

retailer’s DC, serves demand from retail stores. This type of demand can typically be backlogged

at some cost to the retailer. We further assume that orders do not cross during the effective lead

time.

Although a PO in practice may comprise more than one SKU, retailers often make the decision

to order each SKU independently (Chandran, 2003; Levy and Weitz, 2004; van Donselaar et al.,

2010), indicating the use of single-SKU replenishment systems. Omega also uses a single-SKU

replenishment policy: specifically, Omega makes replenishment decisions for the products we study
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on a per-SKU basis using a reorder point policy. SKUs that should be replenished according to

the policy are then batched into POs designed to fill a truckload.4 In §5, we develop an empirical

model that treats the complexity of a PO using two components: the number of SKUs ordered and

the average order quantity per SKU. This analysis informs future research on the development of

optimal joint replenishment policies under fulfillment errors and allows us to conduct simulations,

presented in §6.4, to assess the degree to which the costs for a single-SKU model with batching

misrepresent the costs for the single-SKU model without batching introduced in this section. The

results of these experiments suggest that the effect of Omega’s batching policy is small in this

context.

To reflect the rework process used by Omega, we assume that items within a PO cannot be used

to satisfy demand until the completion of rework for all items affected by an error within the PO.

For example, the retailer must identify the shipment or fix any retail ticket errors before processing

the shipment through its normal inbound processes. Further, the retailer is able to use all items

within a PO after rework is complete, which is in keeping with the correctable errors identified

in §3.1. The retailer does not pay holding costs for POs undergoing rework (Zipkin, 2000). This

assumption is made to simplify the exposition, but the model and analyses do not change materially

when the retailer pays holding costs during rework.

This model treats three sources of uncertainty. First, the demand faced by the retailer is

random. Second, the number of errors associated with a PO is stochastic. Third, the amount of

time required to perform rework on the fulfillment errors is random.

We model demand uncertainty by assuming that demand per unit of time is normally dis-

tributed with mean µ and variance σ2, a common assumption in the literature. In keeping with the

descriptive analysis presented in §3.1, we model the number of items affected by fulfillment errors

in a PO with order quantity Q as a random variable that depends on order quantity, W̃ (Q). This

reflects the fact that fulfillment errors may affect only a subset of ordered items and that multiple

fulfillment errors may affect a single shipment. The rework time to correct the fulfillment errors

is t̃r

(
W̃ (Q)

)
, which is a random variable dependent on error size (i.e., the number of fulfillment

4Omega orders certain fashion products whenever the reorder point is reached to avoid delays due to batching.
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errors) and, hence, on order quantity.

In this model, the effective lead time is equal to the sum of the supplier lead time, L, and

the rework time, t̃r

(
W̃ (Q)

)
. Therefore, demand during the effective lead time is normally dis-

tributed with parameters that are a function of the order quantity, Q. The mean of lead time

demand is µLT (Q) = µE
(
L+ t̃r

(
W̃ (Q)

))
, and the variance of lead time demand is [σLT (Q)]2 =

σ2E
(
L+ t̃r

(
W̃ (Q)

))
+µ2Var

(
L+ t̃r

(
W̃ (Q)

))
. Since fulfillment error rework affects lead time,

one potential approach for handling fulfillment errors is to use a standard inventory model with an

adjusted lead time. However, as discussed in §6.3, we find that inventory policies with lead times

adjusted for rework incur considerably more cost in comparison to the policy introduced herein.

The retailer minimizes total expected cost per unit of time, which is

Θr (Q,R) =
[
K + crE

(
t̃r

(
W̃ (Q)

))] µ
Q

+ h

[
R+

Q

2
− µLT (Q)

]
+ (h+ π)

[σLT (Q)]2

Q

[
H

(
R− µLT (Q)

σLT (Q)

)
−H

(
R+Q− µLT (Q)

σLT (Q)

)]
.

In the above expression, H (x) = 1
2

[(
x2 + 1

)
[1− Φ (x)]− xϕ (x)

]
, where Φ (x) and ϕ (x) are the

standard normal cumulative distribution and density functions, respectively. We define H (x) in

the same fashion as Axsater (2006). See expressions (5.65) and (6.10) therein for a derivation of

the total expected cost per unit of time.

To assess the impact of fulfillment errors on cost, we compare this model to the standard (Q,R)

inventory model. That is, we benchmark the proposed model with fulfillment error rework against

the (Q,R) model with a deterministic rework time of zero, as discussed by, e.g., Federgruen and

Zheng (1992). Let the expected cost per unit of time for the standard (Q,R) inventory model be

Θs (Q,R).

Due to the intractability of these stochastic models, we rely on numerical experiments informed

by data supplied by Omega to compare the models with and without rework. To determine the

optimal Q and R for both systems, we use the solution algorithm presented in Rosling (1999). We

iteratively solve a series of nonlinear first-order equations with respect to Q and R using Newton’s

method. The starting value for Q is the optimal order quantity in the deterministic setting, and
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the starting value for R is the expected effective lead time demand. Denote the ordering policies

found via this algorithm as
(
Q̄r, R̄r

)
for the model with fulfillment errors and as

(
Q̄s, R̄s

)
for the

standard model.

We evaluate two aspects of the cost of fulfillment errors. Fulfillment error cost is the difference

in cost between the two systems when using the optimal policy found by the algorithm for each

system, which reflects the cost of the presence of fulfillment errors. Therefore, fulfillment error cost

is the cost that should be passed from the retailer to the supplier in order to align incentives with

respect to execution quality. Under our notation, fulfillment error cost is Θr

(
Q̄r, R̄r

)
−Θs

(
Q̄s, R̄s

)
.

Policy cost is the difference in cost between using the standard optimal policy and the optimal

policy adjusted for fulfillment errors found by the algorithm when fulfillment errors are present,

or Θr

(
Q̄s, R̄s

)
−Θr

(
Q̄r, R̄r

)
. Policy cost is the cost that the retailer could eliminate by using an

inventory policy that accounts for fulfillment errors.

We note that the policy
(
Q̄r, R̄r

)
is only a locally optimal solution in the absence of a proof of the

unimodality of the total cost per unit of time function for the stochastic model with rework. Thus,

the policy cost calculated in our numerical experiments is a lower bound on the achievable policy

cost while the cost of fulfillment errors from our numerical experiments is an upper bound on the

true fulfillment error cost. Nonetheless, because we have observed unimodality of the cost function

Θr (Q,R) in our numerical experiments across a variety of parameter settings, these bounds should

reflect the true fulfillment error cost and policy cost. The results of our numerical experiments are

discussed in §6. Prior to presenting these experiments, we discuss our method for estimating the

properties of fulfillment errors and rework.

5 Estimation of Fulfillment Errors and Rework Time

We use data collected from Omega to develop an empirical model of fulfillment errors and determine

appropriate parameters for our numerical experiments. Using these data, we evaluate whether, and

to what extent, fulfillment errors depend on order complexity. We then estimate the relationship

between fulfillment errors and rework time.

To accurately characterize fulfillment errors, we must account for the variation in fulfillment
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errors across suppliers, departments, and fulfillment error types that was observed in the exploratory

analysis of §3.1. As shown in Figure 3, most suppliers are associated with only one or two fulfillment

error types. Therefore, we are unable to simultaneously estimate both supplier and fulfillment error

type effects. In practice, retailers are typically more interested in identifying suppliers that need

improvement than fulfillment error types. We thus focus our empirical analyses on variation across

suppliers and departments.

Our empirical analysis employs cross-classified hierarchical linear modeling (HLM) to analyze

fulfillment errors for two main reasons. First, as shown in the descriptive analysis of §3.1, fulfillment

errors within the same supplier or department tend to be similar to one another. HLM allows us

to nest each observation within two higher-level categories—suppliers and departments—and to

assume that the residuals for observations within the same category are correlated. Using an

approach with the standard assumption that observations are independent would yield incorrect

standard errors (Raudenbush and Bryk, 2001). Second, HLM accommodates unbalanced data

such as Omega’s, in which there are different numbers of error observations for each supplier and

department. We fit fixed effects analogs of each of our empirical models; these alternate models

yielded similar results to those discussed herein.

5.1 Empirical Model and Estimation of Fulfillment Errors

In this section, we examine the characteristics of a PO that are associated with fulfillment errors.

Intuitively, a complex PO is more likely to contain at least one error. Further, a complex PO is

more likely to experience a larger number of errors than a less complex PO. We characterize the

complexity of a PO with two measures: the number of SKUs, n, on the PO, and the average order

quantity, Q, per SKU. For example, for a PO comprising 500 white jackets and 150 blue pants, n

is 2 while Q is 325.

Although our single-SKU analytical models treat one aspect of PO complexity, order quantity,

we include the second aspect of PO complexity, number of SKUs ordered, for three reasons. First,

to provide a more thorough understanding of fulfillment errors in practice. Second, to estimate pa-

rameters used in the batched replenishment simulations presented in §6.4, which replicate Omega’s
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ordering policy. Third, to inform future research on fulfillment errors in a joint replenishment

environment.

In our analysis, we define fulfillment error size as the sum of errors for all SKUs on a PO.

Although a PO may have many different types of errors, as illustrated by Figure 1, we do not

differentiate among error types because we empirically model the variation in fulfillment errors

across suppliers. A fulfillment error is thus a generic error of any type. For example, the error

size of a PO with a ticket error is the count of individual items affected, and the error size of a

PO with an ASN error is the sum of the order quantity for all SKUs on the PO. A particular PO

may exhibit more than one type of error (see Figure 4), in which case the fulfillment error size is

the sum of errors of all types. Therefore, the error size may be less than or greater than the order

quantity.

We introduce the following notation. Let i represent the supplier, and let j represent the

department. Let mij be the number of POs recorded for supplier i from department j. Then the

subscript lij represents PO number l ∈ {1, . . . ,mij} for supplier i from department j. Further, let

Qlij and nlij be the average order quantity and the number of SKUs, respectively, for PO lij. Then

the fulfillment error size of PO lij is W̃lij , which is modeled as follows:

E
(
W̃lij

∣∣∣ Qlij , nlij) = P
(
W̃lij > 0

∣∣∣ Qlij , nlij)× E
(
W̃lij

∣∣∣ W̃lij > 0, Qlij , nlij

)
. (1)

The expression P
(
W̃lij > 0

∣∣∣ Qlij , nlij) represents the probability of an error for PO lij. The

expression E
(
W̃lij

∣∣∣ W̃lij > 0, Qlij , nlij

)
is the expected error size, given that there is an error, for

PO lij.

We employ a logit model for the probability of an error. We nest each observation within two

higher-level categories—namely, suppliers and departments—to account for the multilevel structure

of our data. To estimate this model, we use the meqrlogit command implemented by Stata 13

(StataCorp, 2013). For HLM models, we must test for the existence of random effects using a null

model before including our predictors and estimating the conditional model. The null model for
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the probability of an error, P
(
W̃lij > 0

)
, is as follows:

logit
[
P
(
W̃lij > 0

)]
= b0 + cpi + dpj + eplij . (2)

The fixed intercept parameter is b0, and the superscript p stands for error probability. The random

effect of supplier i is cpi ∼ N (0, τpc ), the random effect of department j is dpj ∼ N
(
0, τpd

)
, and the

random PO effect is eplij ∼ N
(
0, σ2p

)
. To test the significance of the random effects of supplier and

department, we use a Chi-squared test and find both effects to be significant with p-values of less

than 0.001.

The conditional model for the probability of an error with predictors Qlij and nlij is as follows,

where we transform the predictors using the natural logarithm to induce linearity:

logit
[
P
(
W̃lij > 0

∣∣∣ Qlij , nlij)] = b0 + cpi + dpj + eplij + b1 × log (Qlij) + b2 × log (nlij) . (3)

In the above model, b1 and b2 are fixed coefficients. In order to estimate Equations (2) and (3),

we remove all combinations of supplier and department with fewer than two records, which leaves

3,788 POs across 112 suppliers and 14 departments. Table 1 presents summary statistics of the

regression variables for these POs.

Table 1: Summary Statistics for the Error Probability Model

Variable Minimum Maximum Median Mean
Standard

Yes No
Deviation

Wlij > 0 536 3,252
Qlij 1 125,100 810 2,253 5,650
nlij 1 592 12 27 46

Having modeled the probability that a fulfillment error occurs, the first component of Equa-

tion (1), we now turn to the model for fulfillment error size, W̃lij , given that there is an error. We

again nest each observation within the supplier and department categories, and we fit the model
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using the mixed command of Stata 13 (StataCorp, 2013). The unconditional model is

log
(
W̃lij

∣∣∣ W̃lij > 0
)

= α+ csi + dsj + eslij , (4)

where α is a fixed intercept, and the superscript s stands for error size. The random effect of supplier

i is csi ∼ N (0, τ sc ), the random effect of department j is dsj ∼ N (0, τ sd ), and the random PO effect

is eslij ∼ N
(
0, σ2s

)
. We use the log transform for this equation and its conditional extension to

induce linearity. Using a Chi-squared test, we find the supplier random effect to be significant

with a p-value of 0.029. According to the Chi-squared test, the random effect of department is not

statistically significant with a p-value of 0.988. Hence, we do not include this random effect in the

conditional model of fulfillment error size. Instead, we model the heterogeneity of POs in different

departments using fixed effects.

The conditional model for the fulfillment error size, W̃lij , given that an error occurs employs

the predictors Qlij and nlij :

log
(
W̃lij

∣∣∣ W̃lij > 0, Qlij , nlij

)
= αj + csi + eslij + β1 × log (Qlij) + β2 × log (nlij) . (5)

Here, β1 and β2 are fixed coefficients. The fixed effect αj is used to model the heterogeneity of POs

from different departments. Table 2 presents summary statistics for the variables of Equations (4)

and (5).

Table 2: Summary Statistics for the Error Size Model

Variable Minimum Maximum Median Mean
Standard
Deviation

Wlij 1 34,440 39 317 1,760
Qlij 11 80,620 1,440 2,253 6,439
nlij 1 592 12 27 63

We now present estimations of the models introduced in this section. Table 3 contains the result

of fitting Equation (3). The estimates of τpc , τpd , and σ2p are 0.449, 0.071, and 1.000, respectively.

Table 4 summarizes the estimation of Equation (5). The estimates of τ sc and σ2s are 0.353 and
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3.485.

Table 3: Estimation Results for the Conditional Probability of Error Model (n of 3,788)

Regression
Estimate

Standard
z-Value p-Value

Coefficients Error

b0 −3.344 0.306 −10.916 < 0.001
b1 0.179 0.040 4.531 < 0.001
b2 0.369 0.055 6.659 < 0.001

Table 4: Estimation Results for the Conditional Error Size Model (n of 536)

Regression
Estimate

Standard
t-Value p-Value

Coefficients Error

β1 0.433 0.064 6.754 < 0.001
β2 0.239 0.092 2.589 0.010
α1 1.278 0.594 2.151 0.032
α2 1.159 0.492 2.353 0.020

The results in Tables 3 and 4 demonstrate that the probability of an error as well as the number

of errors conditional on the presence of an error increase in both a PO’s average order quantity and

the number of SKUs ordered. This confirms the intuition that complex POs are more likely to be

subject to errors. We now turn to an analysis of rework time as a function of fulfillment error size.

5.2 Empirical Model and Estimation of Rework Time

Intuitively, rework time is a function of fulfillment error size, with larger error sizes leading to

longer rework times. Of course, no rework is required for POs with no errors; thus, we model

rework time only for POs with a strictly positive number of errors. The null model for rework time,

t̃lij , conditioning on the presence of at least one error is

t̃lij

∣∣∣ W̃lij > 0 = φ0 + cri + drj + erlij ,

where φ0 is a fixed intercept parameter, W̃lij is the fulfillment error size, and the superscript r stands

for rework. The random effect of supplier i is cri ∼ N (0, τ rc ), the random effect of department j is
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drj ∼ N (0, τ rd ), and the random PO effect is erlij ∼ N
(
0, σ2r

)
.

As for the prior models, we nest each observation within the supplier and department categories.

We fit the rework time models using the mixed command implemented by Stata 13 (StataCorp,

2013). We assess the existence of random effects using Chi-squared tests and find that the supplier

random effect is significant with a p-value of less than 0.001 while the department random effect is

not significant at the 0.05 level, with a p-value of 0.852. Thus, we treat heterogeneity in rework time

as a function of fulfillment error size across different departments with fixed rather than random

effects.

The model for rework time conditioning on the presence of at least one fulfillment error is

a linear model with per-unit rework time aj + cri varying by supplier i and department j. The

conditional model for rework time is as follows:

t̃lij

∣∣∣ W̃lij > 0 = aj × W̃lij + cri × W̃lij + erlij . (6)

We do not include an intercept term for the rework time model. An intercept term can be inter-

preted as the setup time required for rework. However, setup time is negligible for the fulfillment

error rework we study. For example, the rework required to amend a PO without an ASN is to

manually examine each item contained in the PO, a process which does not require setup time. This

observation is reflected in the data: a likelihood ratio test comparing the model in Equation (6) to

a model that adds an intercept fails to reject the null hypothesis that the constraint on the constant

holds (i.e., the restriction that the constant is zero) with a p-value of 0.389. Further, the constant

in the fixed effects model we fit as a robustness check is also not significant, having a p-value of

0.884. Finally, we have fit models using different combinations of the square and log transformation

of the independent and dependent variables, and the linear model provides the best fit (Kleinbaum

et al., 1998).

The audit data includes 465 POs with errors, and Table 5 presents summary statistics for

these POs. Rework time is measured in minutes. Table 6 contains the estimation results for

the conditional rework time model. We provide two departments’ values of aj for purposes of

illustration. The estimates for τ rc and σ2r are, respectively, 1.762 and 18,969.458.
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Table 5: Summary Statistics for the Rework Time Model

Variable Minimum Maximum Median Mean
Standard
Deviation

t̃lij 0 5,235 30 96 314

W̃lij 1 34,440 35 305 1,822

Table 6: Estimation Results for the Conditional Rework Time Model (n of 465)

Regression
Estimate

Standard
t-Value p-Value

Coefficients Error

a1 0.738 0.251 2.940 0.003
a2 0.316 0.325 0.973 0.331

5.3 Error Size and Rework Time for a PO of a Single SKU

Given these statistical models of fulfillment error incidence and rework time, we now derive ex-

pressions for the expected number of errors and the expected rework time for POs containing a

single SKU. We begin by constructing the expected number of fulfillment errors for a single-SKU

PO. From Equation (1), the expected number of errors on a PO is the product of the probability

of an error and the expected error size conditioned on the presence of an error. Let W̃1 (Q) be the

random number of fulfillment errors for a single-SKU PO. Let p (Q) = P
(
W̃1 (Q) > 0

∣∣∣ Q,n = 1
)

,

i.e., the probability of at least one error for a PO of a single SKU. We employ the same notation

as in the empirical models, omitting the department subscripts on αj and aj for brevity. We note

that POs for different supplier and department combinations employ different estimates of these

parameters.

For POs of a single SKU, the following lemma states the probability of a fulfillment error as

well as the expected size of a fulfillment error.

Lemma 1. For a PO with a single SKU, the probability of a fulfillment error is p (Q) = eb0+b1 log(Q)

1+eb0+b1 log(Q) .

The expected size of a fulfillment error is E
(
W̃1 (Q)

)
= p (Q) eα+

σ2s
2 Qβ1.

Proof. The probability of an error follows directly from Equation (3). The expected size of a

fulfillment error follows from Equations (1) and (5).
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Next, we derive the mean and variance of the rework time, t̃r

(
W̃1 (Q)

)
. The distribution of

rework time allows us to state the distribution of effective lead time demand. We note that µ and

σ2 represent the mean and variance of demand per unit of time.

Proposition 1. The mean of rework time for a PO with a single SKU is E
(
t̃r

(
W̃1 (Q)

))
=

ap (Q) e

(
α+

σ2s
2

)
Qβ1. The variance is Var

(
t̃r

(
W̃1 (Q)

))
= a2e2α+σ

2
sQ2β1

(
eσ

2
s − p (Q)

)
p (Q) +

σ2rp (Q). Therefore, the distribution of effective lead time demand incorporating fulfillment errors

has mean µLT (Q) = µL + µap (Q) eα+
σ2s
2 Qβ1. The variance of effective lead time is [σLT (Q)]2 =

σ2L+ σ2ap (Q) eα+
σ2s
2 Qβ1 + µ2a2p (Q) e2α+σ

2
s

[
eσ

2
s − p (Q)

]
Q2β1 + µ2σ2rp (Q).

Proof. See appendix.

An important property of fulfillment errors is whether the expected proportion of items affected

by an error within a PO changes with the order quantity. Let ρ (Q) =
E(W̃1(Q))

Q be the error

proportion. The following proposition identifies conditions for b1 and β1, the coefficients on order

quantity for the models of fulfillment error probability and size, under which the error proportion

is decreasing or increasing in order quantity.

Proposition 2. When b1 + β1 < 1, the error proportion, ρ (Q) = p (Q) eα+
σ2s
2 Qβ1−1, decreases in

order quantity, Q. When b1 + β1 > 1, the error proportion increases in order quantity. When

b1 = β1, the error proportion is constant with respect to order quantity.

Proof. See appendix.

In our empirical context, the estimate for b1 is 0.179 (Table 3) while the estimate for β1 is

0.433 (Table 4). Therefore, for the data we study, the error proportion is decreasing in order quan-

tity. This contrasts with the assumptions made in prior literature regarding errors in production

contexts, as discussed in §2. We will revisit this observation in our discussion of the results of

the numerical experiments. Given this model of fulfillment errors and rework, we now conduct

numerical experiments on the inventory system introduced in §4.
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6 Numerical Experiments

We employ numerical experiments informed by Omega’s data to analyze the influence of fulfillment

errors on system cost and inventory policy. These simulations employ SKUs taken from the fourteen

departments that were subject to a fulfillment error in our audit data. In order to conduct these

experiments, we require information about fulfillment errors and rework, demand, and inventory

cost parameters for these SKUs. To simulate fulfillment errors and rework, we use the properties

estimated in §5.

We approximate the retailer’s demand using its order data in the following fashion. Demand

for a given month is assumed to be the sum of order arrivals during that month. We then create a

normal demand distribution using the mean and variance in demand across months. This yields a

monthly demand distribution which can be scaled to other time periods as needed.

To determine appropriate values for other parameters, we rely on managerial expertise. Man-

agers at Omega were unable to provide exact values of these parameters. Instead, Omega’s man-

agers provided us with ranges for the parameters based on internal data such as purchasing cost

breakdowns by department. The parameter ranges resulting from our interaction with Omega are

as follows. Fixed ordering cost varies from $10 to $100 per order with an increment of $10. We

model holding cost as a percentage of purchase price. That is, if a SKU’s purchase price is c, then

h = ηc. Given this linear relationship, increases and decreases in η translate directly to increases

and decreases in h. Holding cost per year goes from 5 % to 30 % of purchase price in increments of

5 %. Backlogging penalty cost per year ranges from 5 to 40 times the holding cost per year with

an increment of 5.

These parameter ranges yield a total of 480 cost scenarios. We perform numerical experiments

for all 13,500 SKUs that fall under the supplier-department combinations for which the parameters

presented in Tables 3, 4, and 6 are estimated. For each of these SKUs, we study both the standard

(Q,R) inventory model and the (Q,R) inventory model with rework under each of the 480 cost

scenarios.
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6.1 The Costs of Fulfillment Errors

Figures 7 and 8 present, for some representative experiments, the yearly per-SKU fulfillment er-

ror cost and policy cost averaged over all experimental SKUs.5 From Figure 7, we observe that

fulfillment errors cost the retailer between $11.19 and $51.05 per year per SKU. fulfillment error

cost varies with inventory cost parameters: yearly fulfillment error cost per SKU decreases in fixed

ordering cost and increases in holding cost percentage as well as in backlogging penalty cost. To

capture the extent to which changes in each parameter affect the cost outcomes (fulfillment error

cost and policy cost), we say that a cost outcome is most (least) sensitive to a parameter when the

elasticity of the cost outcome with respect to that parameter is higher (lower) than the elasticities

of the cost outcome with respect to the other parameters. Fulfillment error cost is most sensitive

to the holding cost percentage and least sensitive to the fixed ordering cost.

Figure 7: Yearly Fulfillment Error Cost per
SKU
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Figure 8: Yearly Policy Cost per SKU
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Currently, the retailer charges suppliers nearly $25 per SKU for fulfillment errors without con-

sidering SKU characteristics, including inventory cost parameters. Our analysis shows that the

retailer is undercharging suppliers for errors on some SKUs and overcharging suppliers for errors

on other SKUs. When holding cost is 15 % of purchase price, fixed ordering cost is $10 per order,

and backlogging penalty cost is 25 times the holding cost, the retailer undercharges its suppliers for

5As defined in §4, fulfillment error cost is the cost due to the presence of fulfillment errors while policy cost is
the reduction in cost achieved when using an inventory policy that incorporates fulfillment error rework instead of a
standard (Q,R) policy.
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fulfillment errors. On the other hand, when holding cost is 5 % of purchase price, fixed ordering cost

is $10 per order, and backlogging penalty cost is 40 times the holding cost, the retailer overcharges

its suppliers for fulfillment errors. This analysis suggests that the retailer should incorporate SKU

characteristics into its determination of chargebacks for fulfillment errors.

From Figure 8, we observe that the retailer can achieve policy cost ranging from $0.65 to $19.63

per SKU per year by modifying its inventory system to account for fulfillment errors and rework.

Moreover, policy cost varies systematically with the inventory cost parameters. Specifically, policy

cost per SKU decreases in the fixed ordering cost, increases in the holding cost percentage, and

increases in the backlogging penalty cost. Policy cost per SKU is most sensitive to the holding cost

percentage and least sensitive to the fixed ordering cost.

Our experiments show that fulfillment errors affect the optimal ordering policy. Applying

Proposition 2 to our empirical context demonstrates that the error proportion is decreasing for

Omega. Holding all other parameters constant, this dynamic would intuitively increase the optimal

ordering quantity. This observation is supported by the numerical experiments: in our research

context, the order quantity for the rework system, Q̄r, is always greater than the order quantity

for the standard system, Q̄s. Further, because rework adds additional lead time and lead time

variability, we expect the reorder point with rework to be higher than the reorder point without

rework. For 99.36 % of the test cases, R̄r is greater than or equal to R̄s, though there are cases to

the contrary. We note that the effect of fulfillment errors and rework on the optimal order quantity

and reorder point may differ in other contexts.

As observed in Figures 7 and 8, both fulfillment error cost and policy cost per SKU decrease in

fixed ordering cost. These figures also demonstrate that fulfillment error cost and policy cost per

SKU increase in holding cost percentage as well as in backlogging penalty cost for the parameters

we study. We constructed several experiments to assess whether these properties hold more broadly.

First, to test whether policy cost decreases in the fixed ordering cost, we set the holding cost

to 30 % of the purchase price and the backlogging penalty cost to 20 times the holding cost. We

then compared, across all SKUs, the policy cost of each SKU for a fixed ordering cost of K to the

policy cost for a fixed ordering cost of K + $10 as K varied from $10 to $90 in increments of $10.
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We observed policy cost to be greater with the lower fixed ordering cost in 96.15 % of test cases.

Next, we examined whether policy cost increases in the holding cost. We set ordering cost to $100

per order and backlogging penalty cost to 20 times the holding cost. We then compared policy cost

for each SKU at two levels of holding cost percentage: η and η + 5 %, where η ranged from 5 %

to 25 % in increments of 5 %. We observed policy cost to be greater with the higher holding cost

percentage in 98.17 % of test cases. To determine whether policy cost increases in the backlogging

penalty cost, we held the holding cost percentage at 30 % and the fixed ordering cost at $100. We

then compared the policy cost for a backlogging penalty of π times the holding cost to the policy

cost for a backlogging penalty of π + 5 times the holding cost, where π ranged from 5 to 35 in

increments of 5. The policy cost were greater with the higher backlogging penalty cost in 98.82 %

of test cases. Repeating the procedure detailed in this paragraph for fulfillment error cost in lieu

of policy cost yielded similar results.

6.2 Identifying SKUs with High Fulfillment Error Cost and

Policy Cost

In this section, we use the data generated in the numerical experiments to develop predictive models

using the simulated fulfillment error cost and policy cost as dependent variables. The independent

variables are the inventory system parameters—lead time, costs, and demand—and the fulfillment

error rework parameters. The goal of this analysis is to develop guidelines for identifying SKUs

with high fulfillment error cost or policy cost.

Both standard inventory cost, Θs (Q,R), and inventory cost with rework, Θr (Q,R), vary in the

inventory cost parameters (K, h, and π), the SKU demand parameters (mean, µ, and variance, σ2,

of demand per unit of time), and the lead time, L. Because inventory cost with rework, Θr (Q,R),

also varies in the fulfillment error parameters, b0 and α, and the SKU rework time, a, we expect

both fulfillment error cost and policy cost for each SKU to be functions of these parameters.

An analysis of the raw output from our experiments suggests a nonlinear relationship between

the outcome variables (fulfillment error cost and policy cost) and each of the aforementioned pa-

rameters. To induce linearity, we transform the outcome variable and the parameters K, h, π, µ,
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and L into their natural log form. Because the fulfillment error cost and policy cost may take the

value zero for some SKUs, we add 0.01 to these variables to allow the natural log transformation.

We choose 0.01 because, as the smallest monetary unit, corresponding to one cent, it is also the

smallest nonzero fulfillment error cost or policy cost. We find no substantial differences in the

regression results when a value less than 0.01 is employed.

To capture the effect of the variation of SKU demand on fulfillment error cost and policy cost,

we use the coefficient of variation of demand, σ
µ , instead of the standard deviation, σ, which is

highly positively correlated with the mean, µ. To study the effect of the backlogging penalty cost

on policy cost and fulfillment error cost, we use the backlogging penalty ratio (defined as π
h ) instead

of the backlogging penalty cost per unit of time, π, which, in our numerical experiments, is a linear

function of the holding cost, h.

We regress policy cost and fulfillment error cost on the independent variables listed above.

Table 7 reports the regression results for both independent variables. As expected, the R2 values

are substantial (0.972 for fulfillment error cost and 0.968 for policy cost), and all coefficients are

highly significant. Both fulfillment error cost and policy cost increase in the fulfillment error

parameters, b0 and α. Fulfillment error cost and policy cost also increase in the mean of demand

per unit time, µ, as well as the coefficient of variation of demand, σ
µ . These costs are decreasing in

the lead time from the supplier to the retailer, L.

Table 7: Regression Results for Fulfillment Error Cost and Policy Cost

Intercept log (K) log (h) log
(
π
h

)
b0 α log (a) log (µ) σ

µ
log (L)

Error Cost −0.66 −0.14 0.68 0.16 0.39 0.57 0.45 0.95 0.70 −0.28
Policy Cost −3.12 −0.24 1.10 0.56 0.05 0.12 0.07 1.14 0.01 −0.48

Tables 8 and 9 illustrate the performance of the predictive models in terms of values and ranks,

respectively. In Table 8, absolute error is defined as the absolute difference between the predicted

and actual values. The relative error is the absolute error divided by the actual value. To generate

Table 9, we rank 1,076,320 SKU experiments according to their actual and predicted cost savings

from highest to lowest. The correlation is calculated between the actual and predicted ranks. The

average rank error is the average absolute difference between the predicted and actual ranks. The
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largest rank error is the largest absolute difference between the predicted and actual ranks. We also

state the error as a percentage of the overall number of SKU experiments. This table demonstrates

that, on average, the predictive models perform well when ranking the SKUs.

Table 8: Predictive Model Performance in Value

Absolute Error Relative Error
Mean Median Mean Median

Fulfillment Error Cost 1.09 0.17 17.65 % 14.07 %
Policy Cost 0.26 0.03 19.95 % 12.69 %

Table 9: Predictive Model Performance in Rank

Rank Error Largest Rank Error
Correlation Mean Percent Mean Percent

Fulfillment Error Cost 0.98 37,160 3.46 % 511,100 47.48 %
Policy Cost 0.99 28,690 2.67 % 537,440 49.94 %

With these predictive models, a retailer can select from its entire set of SKUs a subset that will

benefit most from working with suppliers to decrease fulfillment errors and from modified inventory

policies. We propose the following procedure for this purpose. First, the retailer can estimate the

necessary parameters for each of its SKUs using the procedures introduced in §5 and §6. Second, the

retailer can use the predictive models presented in this section to generate estimates of fulfillment

error cost and policy cost. Third, the retailer can rank the SKUs by fulfillment error cost or policy

cost. The retailer can then use these ranks to prioritize SKUs. Moreover, by aggregating across

SKUs, the retailer can identify problematic suppliers.

This approach is limited by the assumption that the regression coefficients for the predictive

models generalize from Omega to other retailers. However, the regression analysis relies on only

two parameters that are fixed at the retailer level: β1 and b1. Since these parameters are fixed

across all SKUs, the methodology, when used by other retailers, may generate predictions with high

absolute error while still accurately ranking SKUs according to cost. While the regression analysis

may not be appropriate for retailers that are substantially different from Omega, this analysis also

provides qualitative guidance: for example, retailers may benefit from focusing on SKUs with short
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lead times and high demand uncertainty when seeking to address fulfillment errors.

6.3 Inventory Policy with Adjusted Lead Time

In this section, we assess how the stochastic inventory policy with rework performs in comparison

to a standard (Q,R) inventory model with a lead time adjusted to reflect fulfillment error rework.

Specifically, for a given SKU, the adjusted lead time is obtained by adding the mean rework time

for that SKU to the supplier lead time, L (see Table 5 for information regarding the distribution of

rework time). The order quantity and reorder point for the adjusted policy are calculated via the

method discussed in §4. We refer to the policy obtained in this manner as the adjusted inventory

policy,
(
Q̄a, R̄a

)
.

Figure 9: Yearly Additional Cost per SKU Incurred by the Adjusted Policy

●

●

●

●

●

●

●

●
●

●

 6.00

 7.00

 8.00

 9.00

10.00

11.00

12.00

  0.00  20.00  40.00  60.00  80.00 100.00

Fixed Ordering Cost , K

A
dd

iti
on

al
 C

os
t (

$)

●

π
h

= 25

π
h

= 30

π
h

= 35

π
h

= 40

We define the additional cost of the adjusted policy as the difference in cost when using the

adjusted policy in the presence of rework instead of the optimal rework policy, i.e., Θr

(
Q̄a, R̄a

)
−

Θr

(
Q̄r, R̄r

)
. Figure 9 presents the additional cost per year, averaged over the 13,500 experimental

SKUs, when the holding cost is 20 % of the purchase price. From this figure, we observe that

the adjusted inventory policy costs considerably more than the inventory policy with rework, with

additional cost ranging from $6.49 to $11.52 annually per SKU.
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6.4 POs with Multiple SKUs

When using a single-SKU inventory policy, retailers may batch orders for SKUs that reach the

reorder point at similar times into a single PO. For instance, Omega batches reorders to fill truck-

loads. This practice generates POs that are more complex than those assumed by the single-SKU

inventory model, leading to additional rework cost, lead time, and lead time variability. In this

section, we assess the performance of both the standard and the modified inventory policy when

orders are batched.

We emulate Omega’s batching policy by constructing discrete-event simulations in which SKUs

supplied by the same supplier that reach the reorder point within the same batching window are

grouped into a single PO. The rework time distribution for each SKU ordered is constructed based

on the complexity of the batched PO. To focus on the impact of fulfillment errors, however, we

assume that each SKU within a PO is ordered when it reaches its reorder point. We employ a

24-hour batching window to approximate Omega’s system. The median number of different SKUs

ordered in our batched simulations is 10, in comparison to 12 for Omega (see Table 1).

We compare four replenishment systems: the inventory policy with rework,
(
Q̄r, R̄r

)
, with and

without batching, as well as the standard inventory policy,
(
Q̄s, R̄s

)
, with and without batching.

For each replenishment system, we simulate all 480 cost scenarios for each of the SKUs that are

included in the numerical experiments discussed in §6.1. Each simulation begins with a 500-day

warm-up period then terminates when the 95 % confidence interval for system cost, taken at weekly

intervals, is within 1 % of the system cost. To focus on the effect of rework, we assume that the

minor ordering cost for the batching policies is equal to the fixed ordering cost for the single-SKU

policies—i.e., the batching replenishment systems pay the fixed ordering cost for each SKU ordered.

This assumption allows us to compare the batched and non-batched systems and to thus identify

the PO-error-related cost implications of using the single-SKU policy in a batched context, as

at Omega and many other retailers. We note that further research is necessary to address joint

replenishment with fulfillment errors and rework.

To compare the four systems, we use the replenishment system that employs the inventory policy

with rework and does not batch orders as a benchmark. For each combination of cost scenario and
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supplier, we record the cost of the three non-benchmark replenishment systems as a percentage of

the cost of the benchmark replenishment system. We analyze total system cost as well as three

components of system cost: holding cost, backorder cost, and rework cost. Table 10 presents the

results of these simulations, containing both the means and the standard deviations of these costs.

Table 10: Comparison of Costs for Single-SKU and Batching Replenishment Systems

Single-SKU Systems Batching Systems
Rework Model Standard Model Rework Model Standard Model
Mean SD Mean SD Mean SD Mean SD

Holding Cost 100.00 % − 101.79 % 10.64 % 103.07 % 5.62 % 104.62 % 11.73 %
Backorder Cost 100.00 % − 118.14 % 44.93 % 104.66 % 29.49 % 123.75 % 49.68 %
Rework Cost 100.00 % − 113.53 % 33.45 % 105.89 % 26.98 % 119.61 % 29.35 %
System Cost 100.00 % − 106.22 % 14.18 % 102.78 % 7.35 % 109.03 % 16.90 %

From Table 10, we see that the batching replenishment system that employs the inventory

policy with rework incurs a 2.78 % higher cost than the benchmark system. This is a substantial

improvement over the two systems that employ the standard inventory policy: the single-SKU,

standard policy system realizes a 6.22 % higher cost than the benchmark system, and the system

that uses the standard policy and batches generates a cost 9.03 % higher than the benchmark

system. The average PO for the batching replenishment system using the rework policy contains

11.45 SKUs, and 84.07 % of that system’s POs contain more than one SKU. From this simulation,

we conclude that the batching policy followed by Omega does not add excessive cost to the inventory

system when the policy that accounts for fulfillment errors and rework is employed.

7 Conclusions

Fulfillment errors impose substantial costs on supply chains, and retailers and suppliers alike are

interested in quantifying the impact of lapses in execution quality on retail inventory management.

Fulfillment errors reduce the return on firms’ substantial investments in automation by impairing

the operation of technologies such as automated storage and retrieval systems. Further, fulfillment

errors reduce the effectiveness of techniques such as pack-by-store and cross-docking. In this paper,

we study the fulfillment errors that occur in practice at a major retailer, Omega. We find that nearly
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7 % of the retailer’s POs experience fulfillment errors. Further, we identify fulfillment errors, such

as ticket errors, that differ from traditional random yields and lead times and that have received

little attention in prior research. Retailers can correct these fulfillment errors at their DCs but incur

additional lead time, lead time variability, and labor cost when doing so. Thus, such fulfillment

errors can cause costly stockouts in retailers’ stores and reductions in labor productivity.

Using data collected from Omega, we analyze key properties of fulfillment errors. We illus-

trate the frequency with which different types of fulfillment errors occur as well as how fulfillment

errors vary across suppliers and retail departments. We differentiate between correctable and non-

correctable fulfillment errors. We characterize the rework process at Omega, and we discuss the

chargebacks Omega assesses suppliers due to fulfillment errors. Further, we develop an empirical

model that demonstrates how fulfillment errors and rework vary with the complexity of a PO.

To study the cost of correctable fulfillment errors to the retailer, we develop a stochastic (Q,R)

model that incorporates the rework time and costs associated with fulfillment errors. Through

simulations based on empirical data, we identify the cost of correctable fulfillment errors to the

retailer. We note that the focus of our study—specifically, data supplied by Omega—limits our

ability to generalize our findings to other retailers and that further research is necessary within other

contexts. Nonetheless, our study demonstrates that fulfillment errors impose a substantial cost on

the inventory management system at a major, representative retailer. Moreover, we illustrate a

method which managers can use to assess the impact of fulfillment errors on their own operations.

Understanding the costs of fulfillment errors is important to retailers seeking to address ful-

fillment errors, whether by collaborating with suppliers to reduce fulfillment errors, by developing

appropriate incentives for suppliers, by amending their inventory policies, or by some combination

of these approaches. Our findings provide guidelines for how the costs of correctable fulfillment er-

rors vary with SKU characteristics. This gives retailers with limited resources a means for focusing

their efforts. Moreover, we find that Omega’s chargebacks do not reflect the cost of fulfillment er-

rors to the retailers. This suggests that incentives with respect to execution quality are misaligned

in Omega’s supply chain.

There are several possible directions for future research. First, future research could relax the
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assumption that a PO can be used only after rework is finished. In certain contexts, some portion

of an affected PO may be available for use immediately. Second, it would be interesting to further

study the joint replenishment problem in the presence of fulfillment errors. Third, future research

could study how to structure incentives for reducing fulfillment errors as well as the effectiveness

of using chargebacks to manage execution quality in practice. Further, studying the drivers of

variation in fulfillment errors across suppliers and product types could allow researchers to identify

fulfillment error prevention and reduction mechanisms. Researchers could also explore whether

supplier-managed inventory programs mitigate or exacerbate the problems observed at Omega and,

in doing so, could extend the work of Kraiselburd et al. (2004), Chaouch (2001), and Nagarajan

and Rajagopalan (2008), among others.
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A Proofs of Propositions

A.1 Proof of Proposition 1

The mean of rework time follows directly from Equation (1) and Lemma 1:

E
(
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W̃1 (Q)

))
= E

(
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(
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) ∣∣∣ W̃1 (Q) > 0
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)
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σ2s
2

)
Qβ1 .

Note that the random PO effect for Equation (5), referred to as es for brevity, is normally distributed

with mean 0 and variance σ2s . Further, the random PO effect for Equation (6), denoted er, is

normally distributed with mean 0 and variance σ2r . Therefore,
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The mean of effective lead time demand is

µLT (Q) = µE
(
L+ t̃r

(
W̃ (Q)

))
= µL+ µap (Q) eα+

σ2s
2 Qβ1 ,
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and the variance of effective lead time demand is

[σLT (Q)]2 = σ2E
(
L+ t̃r

(
W̃ (Q)

))
+ µ2Var

(
L+ t̃r

(
W̃ (Q)

))
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2 Qβ1 + µ2a2p (Q) e2α+σ

2
s

[
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2
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]
Q2β1 + µ2σ2rp (Q) .

A.2 Proof of Proposition 2

The error proportion is

ρ (Q) =
E
(
W̃1 (Q)

)
Q

= p (Q) eα+
σ2s
2 Qβ1−1 = θp (Q)Qβ1−1,

where θ = eα+
σ2s
2 is a strictly positive constant. The probability of an error is

p (Q) =
eb0+b1 log(Q)

1 + eb0+b1 log(Q)
=

ωQb1

1 + ωQb1
,

where ω = eb0 is strictly positive. Therefore,

d

dQ
p (Q) = p (Q)

b1
Q (1 + ωQb1)

.

Further,

d

dQ
ρ (Q) = θ (β1 − 1) p (Q)Qb1−2 + θQb1−1 d

dQ
p (Q)

= θp (Q)Qβ1−2

[
β1 − 1 +

b1
1 + ωQb1

]
≤ θp (Q)Qβ1−2 [β1 − 1 + b1] ,

where the inequality holds because ωQb1 ≥ 0 for any Q ≥ 0. Hence, when β1 + b1 < 1, ρ (Q)

is decreasing in Q. When β1 + b1 > 1, ρ (Q) is increasing in Q. Finally, when β1 = b1, ρ (Q) is

constant with respect to Q.
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